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Abstract—Network discovery involves analyzing the edge set
of a graph to determine subsets of vertices that belong to a
subgraph of interest. Applications include clandestine network
detection and detection of botnet activity on a computer network.
Network discovery performance can be degraded by uncertainty
about edge existence, connection ambiguity, and confused vertex
associations. This paper presents definitions and models of these
different types of uncertainty, extending established models of
uncertain graphs as collections of alternate hypotheses about
the edge set associated with a given set of vertices. This model
serves as the basis of distinct approaches to estimating graph
analytic quantities whose true value is imprecisely known due to
uncertainty concerning graph structure. One approach involves
computing the expected value of an analytic quantity over algo-
rithmically generated samples from the space of possible graph
configurations. Another approach involves making computations
for a single edge-weighted graph constructed to capture the
overall graph uncertainty in an average sense. The proposed
methods are shown to improve the performance of network
discovery processing in the presence of the types of uncertainty
that frequently occur in practical applications.

I. INTRODUCTION

Network analytics involve the computation of various prop-
erties of graphs that represent real-world entities and re-
lationships. Basic graph analytic algorithms rely upon the
oftentimes implicit assumption that the data used to construct
the underlying graph is accurate. However, real-world data
sets contain errors caused by shortcomings in data collection
and processing, resulting in uncertainty about the underlying
graph to be analyzed. The type of uncertainty most commonly
encountered is edge existential uncertainty, which describes
the uncertainty about whether an edge exists between two
vertices [5], [11], [13]. Similar notions appear in discussions
of so-called fuzzy graphs [8], [3] as well as in a recent survey
of probabilistic databases [1]. Several types of uncertainty
are not accounted for by an existential uncertainty model.
If an edge is known to exist without specific knowledge of
its endpoints—e.g. conversations among an unknown number
of participants—the uncertainty is called edge ambiguity. If
multiple edges exist between known sets of vertices, but
without knowledge of the exact one-to-one mapping—e.g.
track swapping—the uncertainty is called edge confusion.

Formally, an uncertain graph can be defined analogously to
a probabilistic database [1]: as a finite probability space in
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which the outcomes consist of all possible configurations of
vertices and edges that are consistent with prior beliefs about
the system the graph intends to describe. Each element of
this space is a distinct hypothesis about the true graph for the
system under study. Each such hypothesis has an associated
probability, and the sum of all such probabilities is equal
to 1. In this work, this graph hypothesis space is modeled as
arising from multiple instances of edge existential uncertainty,
ambiguity, and confusion.

The computation of various graph analytic quantities is
centrally important to network analytic applications. These
quantities may include the graph’s degree distribution, its tran-
sitivity, a partition into multiple components, the modularity
of such a partition, and so forth. When uncertainty exists
about graph structure, each element of the graph hypothesis
space could yield a different result for any such computation.
Hence the values of graph analytic quantities are themselves
uncertain, and their values are appropriately quantified in a
probabilistic sense. Therefore, the challenge of computing
analytics on uncertain graphs must incorporate the uncertainty
of the underlying graph topology, yielding an estimate of the
true value of the quantity of interest.

Edge existence uncertainty, ambiguity, and confusion all
arise in the problem of network discovery [9], [10], [14],
which involves identifying subsets of vertices that are strongly
connected to one another and relatively weakly connected to
other vertices in the graph. In practical applications the data
used to define the graphs may be inconclusive about whether
certain relationships exist, unclear about which entities are
involved in a known association, or degraded by observation
and processing errors yielding mismatched connections. This
paper presents methods for performing network discovery
for cases affected by these three types of uncertainty. While
previous literature has addressed edge existential uncertainty
[5], [11], [13], this paper contains new results appropriate for
the important cases of edge ambiguity and edge confusion.

We discuss four different approaches to address graph
uncertainty in network discovery: (1) representing the graph
hypothesis space via Monte Carlo sampling; (2) discarding
any graph edges about which any uncertainty exists; (3) using
the graph arising from the maximum likelihood estimate of all
instances of uncertainty; (4) using a sample mean to represent
the graph hypothesis space, with edge weights representing the
probability of an association existing in a random draw from
the graph hypothesis space. We show that the latter approach



is attractive from the perspective of both computational effi-
ciency and detection performance with two simulated network
detection problems.

II. GRAPH UNCERTAINTY DEFINITION

When discussing uncertainty about graphs, a useful concept
is that of the latent graph, or the true graph whose exact
structure is not known. The latent graph G can be defined
in the typical fashion as G = (V,E), where V = { i : i =
1, . . . , N } is a set of vertices and E = { ij : i, j ∈ V } is a
set of edges. This work considers uncertain graphs in which
the elements of V are known with precision, but uncertainty
exists concerning the elements of the set E. This uncertainty is
modeled by defining a set of random variables, each pertaining
to a specific instance of uncertainty about a particular edge or
set of edges. The three types of uncertainty mentioned above—
edge existence, edge ambiguity, and edge confusion—are
associated with random variables having distinct definitions
and semantics.

• Edge Existential Uncertainty occurs when it is unknown
whether a given vertex pair ij is an element of E. For any
such pair one may define a Boolean random variable Xij

whose value is either true or false depending on whether
ij ∈ E. Fig. 1 contains an example.

• Edge Ambiguity arises when an edge e ∈ E is known to
exist, but its exact endpoints are not known with certainty.
Rather all that is known is that e is an element of the
Cartesian product B×D for given vertex sets B ⊆ V and
D ⊆ V . The ambiguity can be associated with a random
variable ABD whose possible values are the elements of
B×D. There are |B||D| values in this set. Fig. 1 shows
an example where |B| = |D| = 2.

• Edge Confusion occurs when there exists a set of K edges
{e1, ..., eK} ⊂ E between some known set of vertices
R ⊆ V and another set of vertices S ⊆ V (with |R| =
|S| = K), but the precise correspondence between R and
S is not known. Thus the uncertainty concerns the set of
possible one-to-one mappings between R and S. Define
the set of such mappings as {Mk : Mk = f(R→ S) },
where f(·) is one-to-one. There are K! such mappings
for a set of K confused edges. Fig. 1 shows a case where
K = 2.

An uncertain graph can then be defined as

G = (V,U), (1)

where V is a set of vertices as defined above, and the set
U contains all random variables describing instances of edge
existence uncertainty, edge confusion, and edge ambiguity.
Any joint assignment to the random variables in this set
corresponds to particular edge set selected from the space of
all possibilities. This graph hypothesis space can be written as
HG = {G1, G2, . . . , GK }, where each Gk corresponds to a
distinct joint assignment to all of the random variables in U
(Fig. 1).

III. GRAPH UNCERTAINTY MODELS

This section discusses four approaches to handling graph
uncertainty in practical applications: sampling from the graph
hypothesis space (‘H’), creation of a graph with uncertainty
discarded (‘D’), determination of the maximum likelihood
graph (‘ML’), and computation of the mean uncertainty graph
(‘M ’).

Given a graph G, the network discovery problem consists
of computing the quantity Q(G), which is a vector of values
giving the likelihood that each vertex is a member of some sub-
graph of interest for a particular application. For an uncertain
graph the true value of Q(G) is not known precisely, since
the value Q(Gk) generally will vary for different elements of
HG. That is, uncertainty about the graph’s structure implies
uncertainty about the analytic quantity computed from it.

The challenge is to derive some quantity Q̂ that is a good
estimate of Q. Computing this estimate as the expected value
of Q(G) over the full graph hypothesis space is an appealing
option, but incurs a computational cost that increases exponen-
tially with the size of this space. Sampling methods may be
used to mitigate this cost; Section III-A describes the approach
of hypothesis space sampling in which Q̂ is estimated via com-
putations on a Monte Carlo sample of graphs from HG. Three
other approaches discussed here rely upon approximations that
define a single graph whose structure attempts to account
for the uncertainty in the data on which the graph is based.
Calculations of Q based on such a single graph then constitute
estimates of the true value of that quantity. Section III-B
describes three approaches for which: (1) uncertain edges
are discarded; (2) edges are chosen according to maximum
likelihood principles; or (3) edges are weighted according to
their probability of existing in a random Gk ∈ HG. The last
approach, called the mean uncertainty model, is new and will
be seen in Section IV to be competitive with the much more
expensive graph hypothesis space sampling approach.

A. Hypothesis Space Sampling
One approach to computing a metric Q for an uncertain

graph is to use its expected value over all of the graphs in the
hypothesis space,

Q̂H =
∑

Gk∈HG

Q(Gk)p(Gk), (2)

where the summation is over all possible graphs in the finite
probability space HG, and pk is the probability associated with
the graph Gk.

For graphs of all but trivial complexity, it is intractable
to enumerate all possible graph configurations, much less to
perform analytic computations on them. For example a graph
with X cases of edge existential uncertainty has 2X possible
states. The number of states similarly grows exponentially with
the number of instances of ambiguity and confusion. So exact
computation of the expected value is often impossible. An
alternative is to use a set of random samples,

Q̂H ≈
1

K

K∑
k=1

Q(Gk), (3)



Fig. 1. Multiple instances of uncertainty of three distinct classes. The collection of all possible joint outcomes defines the graph hypothesis space.

where the summation is taken over a set of K samples from
HG, each one derived via a joint assignment to all of the
random variables describing uncertainty about edge existence,
ambiguity, or confusion.

Because the full hypothesis space is too large to be enumer-
ated explicitly, hypothesis space sampling requires methods to
generate samples from HG directly from the definitions of
all of the random variables in the set U . Any such method
must contend with the fact that specific vertices or edges may
be affected by multiple types of uncertainties. For example, an
edge’s existence may be uncertain, but if it exists its endpoints
may be ambiguous and/or it may be confused with some other
edge in the graph. Such cases can be accounted for using the
following procedure.

1) Include edge i with existence probability pi.
2) If the endpoints of edge i in the first step are ambiguous,

then randomly select from the set of possible vertex pairs
that the edge connects.

3) From the set of edges defined in the previous step,
identify sets of edges that may be confused with each
other. Randomly permute the confused endpoints.

This procedure generates a single sample from HG. The
procedure may be repeated K times to produce the K samples
required for Eq. (3).

B. Deletion, ML, and Mean Uncertainty Models

The hypothesis space sampling approach presented above
has the drawback that computational demands scale linearly
with the number of samples used. For practical applications,
the superexponential growth of the graph hypothesis space re-
sults in orders of magnitude greater computation than required
for a single graph with no uncertainty.

A simple approach to handling uncertainty is to refuse to
admit any edge unless one is certain about its existence and its

endpoints. Such a strategy would correspond to the practice
of discarding low quality data. If the graph containing only
certain edges is denoted GD, then the corresponding estimate
of an analytic quantity of interest is

Q̂D = Q(GD). (4)

Another alternative would be to resolve each instance of
uncertainty by selecting the maximum likelihood result for
each random variable in the set U . Denote such a graph
as GML. For instance if an edge is judged more likely to
exist than not, then it would be included in GML. Or if one
particular edge of an ambiguous set was more likely that the
others, then it would be chosen for inclusion in GML and
the alternatives would be excluded. Instances of ties (e.g. an
existence probability of 0.5) could be resolved with a random
selection. The estimate of any analytic quantity would be

Q̂ML = Q(GML). (5)

An alternate strategy is to define a single graph that captures
the uncertainty in an average sense. Such a mean uncertainty
graph can be defined as an edge-weighted graph in which
the edge weights represent the probability of a given edge
existing in a randomly chosen graph from HG. Again due
to the typically large size of the graph hypothesis space, this
quantity usually can not be computed exactly, but may be
estimated from a set of Monte Carlo samples. The example in
Fig. 2 illustrates this concept for a graph with two instances
of uncertainty. Computationally, a given sample Gk from HG

can be converted into a simple adjacency matrix AK , which
for an N -vertex graph is an N ×N matrix containing a value
of 1 in position ij whenever edge ij ∈ E. Then one may
compute the quantity Ā as

Ā =
1

K

K∑
k=1

Ak, (6)
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Fig. 2. Graph hypothesis space example with two different sets of ambiguous edges. The full graph hypothesis space in this example is comprised of 7
possible graphs. The mean hypothesis space, constructed by addition of the graph’s adjacency matrices, approximates the hypothesis space; however it may
contain realizations of graphs not present in the hypothesis space.

where the summation is over K samples from HG.
The quantity Ā can be considered a weighted adjacency

matrix, where edge ij ∈ E whenever Āij > 0, and the specific
value Āij is a weight that gives the strength of the connection
between vertices i and j. Let GM denote the mean uncertainty
graph corresponding to the edge set and weights included in Ā.
Many graph analytic computations can be modified to account
for such edge weights [12] in such a way that higher-weighted
edges have a greater impact on computations. An edge in GM

whose weight is small—for example an edge that only exists
as one of many possibilities in an instance of ambiguity—
would have a relatively small impact on computations, while
an edge whose existence was certain or nearly so would have
a larger impact. The estimate of the mean quantity of interest
is

Q̂M = Q(GM ). (7)

The mean uncertainty approach has the benefit that the
key computations—the calculation of the analytic quantity
Q(G)—only need to be performed once. However the result-
ing graph Ḡ is only an approximation to the true latent graph
G, and in general it may contain paths that are inconsistent
with prior knowledge of graph structure, as shown in Fig. 2.
Nonetheless the weighting scheme described above would tend
to minimize the impact of such inconsistencies.

IV. NETWORK DISCOVERY WITH UNCERTAIN GRAPHS

Network discovery is the identification of sets of vertices in
a graph that are closely associated with one another based on
the structure of the graph edges that connect them [4]. Recent
work has demonstrated the success of algorithms that compute

measures of association between arbitrary graph vertices and
vertices that are known a priori to be elements of some
target sub-network [14], [15], [16]. These approaches have
been demonstrated in the context of identifying the activity
of clandestine networks embedded in a larger population
via analysis of graphs representing temporally coordinated
activity. For example, the graphs may be defined by transit
activity between geographical sites, internet communication
between computers, or correlations between imagery, speech,
and/or text. Entities forming a subgraph representing tempo-
rally coordinated activity are assumed to be closely associated.
Recent applications concern the detection of the activity of a
clandestine network embedded within a larger population [14],
[15], [16]. In such a context, likelihood of membership in the
target network is referred to as the threat level of a vertex, and
the general computational approach is known as Space-Time
Threat Propagation (STTP).

A. Agent-Based and Stochastic Graph Models
Comprehensive real-world graphical datasets are the ulti-

mate test for graph analytic methods; however, such datasets
are extraordinarily rare and provide insight into algorithm
performance at a single point. For these reasons, realistic graph
models are both necessary and desirable in assessing algorithm
performance. Graph models may be classified as either agent-
based models [2], in which the graph is constructed from a
simulation of many entities that are modeled to interact realis-
tically, or stochastic models, in which graphs are constructed
based upon the expected statistical properties of real-world
graphs. The graph uncertainty models described in Section II
may then be superimposed on the underlying graph model.



Both agent-based and stochastic models are used to assess the
proposed approaches to graph uncertainty.

An alternative to stochastic graph generation is the use of
agent-based models [2], which are based on simulation of the
activities and interactions of individual entities composing the
system under study. The agent-based approach used here cre-
ates a synthetic graph representing travel paths of individuals
across an area of interest over a given time period. Agents
in the model have assigned “home” and “work” locations
between which they travel at more-or-less predictable times on
most days, with occasional side trips. Such transits are repre-
sented by edges in a graph that grows continuously throughout
the course of the simulation. The target subgraph consists
of locations visited by a coordinated group of individuals
connected to a specific observation.

A synthetic transit network produced by the agent-based
approach is illustrated in Fig. 3. The ordinate of a vertex
corresponds to an arbitrary integer identifier for a particular
site, and the abscissa represents a point in time. Thus line
segments on this plot represent transits—instances of an agent
departing some site at a particular time and arriving at another
site at a later time. The gray edges in Fig. 3 represent activities
of the background population. The segments shown in red are
associated with a meeting involving members of the target
group. They converge to a single location at approximately the
same time, and disperse at a later time. Due to the temporal
coordination of these edges, a cue to any one of them would
lead STTP processing to estimate a high threat level to all of
the others.

The stochastic approach used in this paper is produced by
randomized generative models [16]. The approach combines
elements of a number of established stochastic generative mod-
els to produce synthetic graphs having structural characteristics
comparable to those of real-world transit networks. Specif-
ically, an Erdős-Rényi type model provides for an overall
level of connection sparsity among the sites of the network.
To this model is combined an RMAT-like parameterization
that provides for a power-law degree distribution typical of
many real-world networks. A mixed-membership stochastic
block model [7] provides for realistic community structure
reflected in the connection pattern. Finally the model includes
parameters that allow the user to modulate the degree of
temporal coordination among members of the subgraph.

Given a set of threat levels for all entities, application of any
threshold provides and estimate of which vertices constitute
the target sub-network. Network discovery performance can
then be assessed by examining a Receiver Operator Charac-
teristics (ROC) curve [6], which is a plot of the Probability
of Detection (PD, the fraction of target sites found) versus the
Probability of False Alarm (PFA, the fraction of background
sites incorrectly identified as part of the threat network) as the
value of the detection threshold sweeps over all possible threat
levels.

Fig. 3. Agent-based graph model.

B. Adding Uncertainty To Graphs

Both the stochastic and agent-based generative models de-
scribed above produce instances of a latent graphs G for a
given set of input parameters. To assess the performance of
the proposed approaches for handling uncertainty, instances of
edge ambiguity and edge confusion are added to these graphs
using the following methods.

• Edge ambiguity arises when there are multiple possible
vertices associated with an edge. To add ambiguity,
we randomly select possible alternate vertices for each
endpoint of each graph edge. The number of alternate
vertices selected is given by a parameter n, which is a
Poisson-distributed random number with mean n̄. This
process essentially defines the sets Be and De given in
the definition of edge ambiguity above. For example for
an edge e ≡ ij, the set Be becomes Be = {i, v1, ..., vn},
where the vi are the n randomly selected alternate ver-
tices. The set D is defined similarly. For n̄ = 0, there
is no ambiguity. Larger n̄ yields more alternate vertices
and a graph with greater ambiguity. For this reason n̄
is referred to as the ambiguity factor in the following
analysis.

• Edge confusion arises if an connection can be swapped
between two pairs of vertices. To model edge confusion,
we randomly select χ instances in which nearby tracks
overlap in time, and record these as instances of confusion
events. In this analysis, all confusion events are pairwise,
the simplest case for confusion among multiple edges.



Fig. 4. Dependence of network discovery performance on the number of
samples from the graph hypothesis space.

C. Analysis of Uncertainty Models

Simulated graphs using both agent-based and stochastic
models as well as the graph uncertainty models just described
are used in the analysis of candidate uncertainty models. The
hypothesis space HG for the associated uncertain graph is
defined implicitly by the addition of ambiguity and confusion
as described above. The analytic quantity Q(Gk) is the vec-
tor of threat levels computed by applying space-time threat
propagation to a Monte Carlo sample from HG. Network
discovery performance is assessed via ROC analysis based on
the estimates for the metrics QH and QD, QML and QM .

For the hypothesis space methods, it is important to assess
how many samples are needed to yield acceptable perfor-
mance. While one could analyze the convergence bounds
for the precision of the estimate Q̂, doing so would leave
unanswered the key question of how well the resulting estimate
supports discrimination of the subgraph. To assess sampling
requirements for this application, we take the empirical ap-
proach illustrated in Fig. 4. Here Q̂H has been estimated
using a variable number of samples for a particular synthetic
transit network with a given level of ambiguity and confusion.
A ROC curve is plotted for each sample count, and the
progression of ROC curves is indicated by the progression of
line colors from blue through yellow, green, and red. As the
number of samples increases, Q̂H becomes a better estimate of
the quantity of interest, and detection performance improves,
reaching a stable level after about 30–50 samples. In analyses
not shown here, sample counts in this range were repeatedly
observed to provide stable performance levels under a variety
of conditions. Subsequent applications of hypothesis space
methods all use sample counts in this range.

To assess the proposed approaches for addressing graph

uncertainty, synthetic networks were generated using both the
stochastic and agent-based approaches described above. Both
approaches generate graphs for a region with 450 distinct
vertices. Two vertices within the target network were des-
ignated as cues to be used in threat propagation process-
ing. Uncertainty was added to these latent graphs using the
methods described above, setting the ambiguity factor n̄ to
values of 0.0, 1.0, 2.0, and 3.0; and setting the number of
confusion events χ to 0, 8000, and 15,000. Forty uncertain
graphs were generated for every combination of the above
structural and uncertainty parameters. For both of the proposed
processing approaches, 40 samples were generated from the
graph hypothesis space. For hypothesis space sampling, the
STTP algorithm was run for each such sample; for the mean
uncertainty model the samples were used to generate a mean
uncertainty graph, which was then processed using STTP. ROC
curves were computed using the resulting threat levels, and
ROCs associated with the same simulation parameters were
averaged.

Fig. 5 shows an example of the resulting ROC analysis
for an ambiguity factor of n̄ = 2.0 and a confusion count
of χ = 0. The figure compares network discovery perfor-
mance obtained via the four approaches to modeling graph
uncertainty: hypothesis space sampling, discarding uncertainty,
maximum likelihood, and the mean uncertainty model, as
well as the performance without graph uncertainty. In the
two different graph simulation models, both approaches of
deleting uncertainty and using maximum likelihood principles
perform relatively poorly. In contrast, the mean uncertainty
method has comparable performance to the using the sampled
graph hypothesis space. Hypothesis space sampling yields a
marginally higher detection probability for a fixed probability
of false alarm. However, because the mean uncertainty model
is computationally much less expensive than the graph hypoth-
esis space sampling, it may be a more attractive approach.

Results for the remaining combinations of ambiguity and
uncertainty factors are summarized in Tables I and II. The
tables give the area under the ROC curve (AUROC)—a
common summary measure of performance in discrimination
problems. An AUROC value of 1 indicates that one may
perfectly discriminate the target set from the background (i.e.
there is a point on the ROC curve with a detection rate of 1
and a false positive rate of 0). A value of 0.5 indicates that
discrimination capability is no better than random guessing.

Increases in ambiguity and confusion both degrade discrim-
ination performance, and the effect is compounded when both
types of uncertainty are present at the same time. But the
general patterns in Fig. 5 holds across most cases, with both
hypothesis space sampling and the mean uncertainty model
yielding similar performance levels while outperforming the
other alternatives presented.

V. SUMMARY

The preceding analysis has presented a model for repre-
senting multiple types of uncertainty that may affect graph
analytic applications. Most earlier studies of uncertainty in



Fig. 5. Network discovery performance for different strategies for handling
uncertainty: hypothesis space sampling (H), discard uncertainty (D), maximum
likelihood (ML), and mean uncertainty model (M). Perfect knowledge with
no uncertainty is represented by the dashed curves.

graphs focus on edge existential uncertainty, and examine how
it impacts derived analytic quantities. This paper extends this
earlier work by formally defining types of uncertainty—edge
ambiguity and edge confusion—that are not accounted for by
the existential uncertainty model.

In the current study as well as most earlier ones, the random
variables describing individual instances of uncertainty are
modeled as being independent of one another. While this
is a mathematical convenience that simplifies the process
of generating samples from the graph hypothesis space, the
assumption is defensible in many practical applications. For
example in cases of edge confusion, which may arise due to
vehicles traveling in close proximity to one another, there is

TABLE I
PERFORMANCE OF ALTERNATE STRATEGIES FOR HANDLING

UNCERTAINTY: AGENT-BASED GRAPHS

Ambiguity
Factor

Confusion
Factor

H
AUROC

M
AUROC

Max
Likelihood

Discard

0.0 0 .800 .800 .800 .800
0.0 8000 .753 .739 .711 .599
0.0 15000 .731 .716 .661 .500
1.0 0 .766 .738 .692 .597
1.0 8000 .737 .713 .612 .559
1.0 15000 .713 .690 .595 .500
2.0 0 .741 .724 .615 567
2.0 8000 .686 .684 .585 .570
2.0 15000 .679 .657 .592 .500
3.0 0 .728 .722 .588 .578
3.0 8000 .674 .677 .578 .532
3.0 15000 .656 .669 .578 .500

arguably no reason why the outcome of one confusion event
would influence the outcome of any other.

Still, there may be cases where mutual dependencies exist
between the random variables that compose an uncertain
graph. For example consider two tracks that depart from
the same location at the same time, follow one another
throughout some transit, and both park in the general vicinity
of several possible destination sites. While the connections
are ambiguous, one might reasonably assume that the actual
destination point is the same for both tracks, and thus the
independence of the ABD random variables does not hold.
While such violations of the independence assumption would
add complications to the sample generation process, they pose
no theoretical issues for the general technique. The sample
generation process would need to be modified to account
for any mutual dependencies. For the example given above,
samples from HG could be generated with a greater likelihood
that both edges connect the same pair of points.

The generation of samples from the graph hypothesis space
provides the foundation for the two approaches for handling
uncertainty presented above. For the hypothesis space sam-
pling method, the samples are processed through any given
graph analytic computational algorithm, yielding Monte Carlo
samples from the PDF describing the uncertainty about the
value of that quantity. One may then use the expected value
as an estimate of the true value of the quantity of interest. For
the mean uncertainty method, the sample generation process
produces a single graph that attempts to characterize the
uncertainty about the graph in an average sense. Computations
on this mean uncertainty graph then constitute estimates of the
true quantity.

The analysis presented in Section IV shows that both
of these proposed approaches yield improved performance
for network discovery on transit networks, relative to other
approaches. The mean uncertainty approach in particular pro-
vides nearly the same level of performance as does hypothesis
space sampling, at a fraction of the computational cost.

Finally, the models and methods proposed here have appli-



TABLE II
PERFORMANCE OF ALTERNATE STRATEGIES FOR HANDLING

UNCERTAINTY: STOCHASTIC GRAPHS

Ambiguity
Factor

Confusion
Factor

H
AUROC

M
AUROC

Max
Likelihood

Delete

0.0 0 .771 .771 .771 .771
0.0 8000 .561 .565 .564 .537
0.0 15000 .530 .534 .534 .504
1.0 0 .653 .641 .651 .628
1.0 8000 .549 .554 .514 .505
1.0 15000 .522 .536 .528 .501
2.0 0 .638 .644 .600 524
2.0 8000 .558 .555 .512 .503
2.0 15000 .514 .533 .526 .500
3.0 0 .602 .607 .554 .513
3.0 8000 .515 .526 .525 .501
3.0 15000 .501 .518 .533 .500

cations well beyond the area of network discovery. The same
general approach can be applied to virtually any quantity that
can be computed from a graph, and thus the methods apply to
a wide range of graph analytics problems in which uncertainty
is a factor.
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